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I . Introduction 

One of the most pervasive primitive distinctions men have made 
in their quest for understanding nature has been that between being 
and becoming. between substance and change . Theoretical specu- 
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lation in cognitive psychology, too, centers on the dual nature of 
mind, mind as an entity and mind as a process. A long tradition has 
held that "contents" of the mind in some sense exist independently 
of the "processes" that create the contents, change them, and make 
use of them. Thus, in studying memory we are concerned with two 
broad questions: what the structure of a memory is, and what proc- 
esses operate upon it. Although the currently popular information 
processing approach to remembering has been focused primarily on 
the functioning of the memory system, i t  has not entirely neglected 
the problem of the nature and properties of the information that is 
processed. One cannot for long continue asking questions about how 
memory traces are formed, what encoding and recoding consist of, 
or what the processes of retrieval are like, without wanting to know 
what it is that is retained in the memory "store" and retrieved 
From it. 

It seems indisputable that something-some thing or some change 
-endures after an experience has ceased, making possible the subse- 
quent remembering of the experience. That  something, whatever its 
form or substance, is the memory trace. A central problem of long 
standing has to do with its description. How can it he characterized? 
On what basis are we to do it? And how are we to know that our 
descriptions are useful for ordering facts and hypotheses about 
memory? 

The  purpose of this essay is to review developments in research 
on the nature of stored mnemonic information. We will be con- 
cerned with questions about the properties of the memory traces, 
and, specifically, with the problem of how memory traces can be 
studied. Much evidence has become available recently that is clearly 
relevant to the nature of representation of information in. memory; 
moreover, interest in the problem is increasing, so a review of the 
current state of knowledge on this topic might be useful and ap- 
propriate. 

An introductory section outlining the boundaries of our inquiry 
will be followed by the major section of the essay, which reviews the 
methods that have been used in attempts to describe memory traces. 
In this review we are especially interested in the rules of inference 
on which investigators have relied in bridging the gap between 
experimental operations and empirical observations, on the one 
hand, and the assumed nature and characteristics of the hypothetical 
memory traces on the other. In the final section we discuss some of 
the general aims of trace theory in the light of the accomplishments 
and shortcomings of the research to date. 
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A. INTROSPECTION, COPY THEORY, AND TRACE STRENGTH 

Since the problem of representation of memory traces is an old 
one in psychology, having been anticipated in the works of many 
philosophers and scholars, a few words are in  order about some early 
ideas. We will mention one popular method for describing memory 
traces and two popular characterizations of them. 

The  method is introspection. For a long time it was supposed that 
the only possible window into the mind was provided by intro- 
spection. The  proposition that one could look inward and observe 
the contents of one's perceptions, memories, and thoughts was ac- 
cepted as self-evident truth. Even today some people still believe 
that the shape of the mind can be revealed to the inward gaze much 
as the external world is revealed to immediate sensory experience. 
The naive form of this view likens the mind to an architectural 
structure and introspection to a flashlight beam that lights up por- 
tions of otherwise dark goings-on in its nether regions. Such naive 
beliefs persist despite the concerted attack by analytic philosophers 
(e.g., Ryle, 1949) upon the special-status role traditionally assigned 
to introspection. 

Current theories of self-perception and how self-descriptive reper- 
toires are acquired (see Bem, 1972) cast "introspective reports" in 
an entirely different perspective. T h e  fact that introspections today 
are no more revealing, precise, or significant than they were in an- 
cient Greek times should have been the signal that the method had 
its limitations. The  major limitation on introspection is that it can 
tell us something only about the producls ("conscious contents") of 
the mind. These products are determined not only by the informa- 
tion stored "in the mind" but also by the operations performed on 
the stored information to bring it into consciousness. The  point is 
that although introspection can serve as a source of data reflecting 
certain characteristics of the memory system-as is recall behavior, 
or reaction time-it does not tell us what the memory traces are like 
prior to their retrieval. This is why we must reject it as a method 
for studying memory traces. 

One of the two popular characterizations of memory traces is the 
"copy theory" that stems from introspections about memory images. 
In a simple form it holds that memory traces are more-or-less perfect 
copies of input events. Thus, with respect to word-events, the traces 
have some or all of the same properties as the stimulus words them- 
selves: meaning or meanings, graphemic structure, acoustic pattern, 
perhaps size, length, spatial position on the display device, and the 
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like. The  conceptualization is unsatisfactory for several reasons (see 
also Pylyshyn, 1973). For one thing, relations among memory units 
and their properties do not depend solely on the characteristics.of 
the stimuli presented, but also on the kinds of mental activities or 
encoding operations that the system carries out in dealing with these 
stimuli. These encoding operations, as yet poorly specified, intervene 
between perception of a stimulus and the creation of its representa- 
tion in memory. The  encoding process does not just select existing 
features of the stimulus; it may actively change, elaborate, and re- 
structure the input in a manner that renders the notion of trace as 
a copy of the initial event rather meaningless. Second, it is difficult 
to imagine that the memory coding system stores the physical, lin- 
guistic, and semantic attributes of a word as such. A great deal of 
evidence suggests that what is stored is something else and that the 
attributes of input and output events are only correlated with this 
something and not identical with it. A memory trace is no more a 
copy of the input stimulus (or of the retrieved response) than the 
pattern of magnetization of ferromagnetic particles on a tape is a 
copy of some spoken message recorded on the tape. 

The  second popular characterization of memory traces we will 
reject is that the trace is a unidimensional entity whose sole property 
relevant to memory phenomena is its strength. This idea served as 
a part of the foundation of study of memory for centuries, but it 
has been almost totally abandoned in recent years. The  concept of 
trace "strength" never acquired sufficient surplus meaning to make 
it anything more than a descriptive term referring to some meas- 
urable aspect of memory performance or some transformation of it. 

Human beings can remember a very large number of things. 
These include objects, places, events, facts, movements, patterns, 
relations, feelings, beliefs, and many other aspects of perceptual phe- 
nomena and their conceptual correlates. It is quite possible that the 
internal representations of all of these things, whether immediately 
experienced or stored in memory, share common properties and are 
composed of common elements. Eventually a general trace theory 
may be developed that entompasses the substrata of all mental phe- 
nomena. So far, however, most of the evidence about the format and 
characteristics of memory traces has been derived from research using 
verbal materials, and hence we will limit our inquiry to repre- 
sentations of verbal symbols such as words. 
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A further limitation on our inquiry is imposed by the fact that 
verbal units such as words play a somewhat different role in mem- 
ory experiments than they do in language. What the subject in a 
memory experiment has to remember is not the word as such but 
rather its occurrence in a particular place at a particular time. The  
properties of a word-event stored in memory thus are not identical 
with those of the word's representation in the subject's mental lexi- 
con. At the very least, the internal representation of the word-event 
must contain some additional information not contained in the 
representation of the word itself, and it is not inconceivable that 
under certain circumstances the two representations differ drasti- 
cally. Regardless of whether one finds the distinction between the 
two classes of memories sufficiently sharp to warrant formalizing the 
difference (e.g., Tulving, 1972), the distinction between a verbal unit 
as a meaningful part of language and as a part of a temporally dated 
and spatially located episode experienced by a person is unavoidable. 
Given the distinction, the nature of the relation between semantic 
information and episodic information in the memory store becomes 
one problem to be dealt with by experiment and theory. 

11. Methods for Studying Memory Traces 

A rather general and atheoretical conception of the memory trace 
of an event regards it as a collection of features or a bundle of in- 
formation. This view has been proposed and elaborated by many 
writers (e.g., Anisfeld & Knapp, 1968; Bower, 1967; Bregman Xc 
Chambers, 1966; Underwood, 1969; Wickens, 1970) and is now 
generally accepted as one of the basic pretheoretical assumptions. 
T h e  consensus also holds that the trace is determined at least by 
three classes of variables (a) characteristics of the focal element or 
elements of the event, (b) the conditions and general context of its 
occurrence, and (c) specific operations performed on the elements- 
in-context by the system. Different memory performances are sup- 
ported by different components of this informational collection. 
Performance may be conceived of as an answer the system supplies 
in a particular retrieval situation to an explicit or implied query 
addressed to it (Norman, 1968). I t  is at least partly a product of the 
information contained in the query and the information contained 
in the memory trace. Thus, although the informational content of 
the memory trace and its specific characteristics are not directly ob- 
servable, inferences can be made about the trace in terms of the 
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relation between properties of the retrieval situation, including the 
query, and the properties of observed memory performance. 

A wide variety of experimental situations have been used by stu- 
dents of memory as a source of information about the properties of 
memory traces. In this section of the paper we will briefly review 
these situations, the nature of evidence derived from them, and the 
logic used in them. We will refer to these situations as methods, to 
emphasize the fact that with respect to the problem at hand-specifi- 
cation of properties of traces-the memory experiment serves a spe- 
cial function. It is not used as an instrument for evaluating hy- 
potheses or for determining the effect of a variable X on some aspect 
of behavior Y. Rather, it is used as a probe to provide information 
about something that cannot be observed directly. 

The  methods we will briefly discuss present a reasonably fair cross 
section of contemporary research. But our listing of the methods is 
not exhaustive, nor can we pretend that the methods we do discuss 
are mutually exclusive. Rather than attempting to systematically 
classify or integrate the various approaches that have been used, an 
attempt that seems premature now, we will simply try to describe 
the field as it appears to us. It is somewhat disorganized and frag- 
mented, there are obvious difficulties with language and terminology, 
and it is not always clear exactly what can be concluded from a given 
set of data. But the sheer volume of work and the great variety of 
methods that have been used testify to the importance of the prob- 
lem. It seems, therefore, appropriate to review this work and these 
methods. 

There are essentially two aspects of mnemonic performance that 
can be observed in experiments: first, the contents of what the sub- 
ject retrieves (recalls or recognizes) about a particular input; and 
second, the time that he requires for the retrieval of these contents. 
Thus, all inferences about the nature and characteristics of internal 
representations are based either on probabilities of various types of 
retrieved contents (or response classes) or latencies of retrieving- these 
contents. The  first method we will consider involves measurement 
of retrieval times, while the remainder deals wlth response prob- 
abilities. 

When the subject has studied some material, the experimenter 
can ask him questions about it and record the time he requires to 
initiate or produce the answer. In initial experiments conducted 
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within an experimental paradigm introduced and developed by 
Sternherg (1966, 1969) the studied material consisted of simple 
verbal units--digits, letters, words, and the like-and the questions 
posed to the subjects concerned nominal identity and order relations 
among study-set items. In subsequent work by many other investi- 
gators, the types of study and test items, as well as to-be-judged 
relations between them, have been greatly extended to cover a much 
wider range of possibilities. But most of this work has been directed 
at questions about processes rather than structure. T h e  basic assump- 
tion in this work has been that reaction times reflect the number and 
complexity of successive steps involved in processing of the infor- 
mation. 

A notable exception to this general process-orientation has been 
the work of Michael Posner. Together with his associates, Posner 
has been explicitly concerned with "representational systems for 
storing information in memory" (Posner, 1969b) and has used de- 
cision latencies in his own work on memory "codes" (e.g., Posner, 
1969a; Posner, Boies, Eichelman, & Taylor, 1969; Posner & Keele, 
1967; Posner & Taylor, 1969). In a typical experiment the subject 
is presented with a single item, such as the capital letter A, which 
he stores in memory. Then a probe item is presented and the subject 
decides whether it is the same as or different fiom the stored item 
with respect to a particular level of categorization. For example, the 
two letters may be the "same" if they are physically identical (A and 
A), if they share the same name (A and a), if they are both vowels 
(A and E), or if they are both letters (A and E). For a given level, 
such as "same name" judgments, it has been found that decisions 
are faster for physical identity matches (A and A) than for the name 
matches (A and a); however, this difference becomes smaller as the 
interval increases between the presentation of the stored and the 
probe item. Such data, together with outcomes of other converging 
operations, have been interpreted by Posner as suggesting that the 
initial representation of the study item is in a form closely tied to 
its physical form, while related information, such as the name or 
membership in a certain category, becomes available later. 

While Posner's work has shown that reasonable inferences about 
properties of stored information can be made on the basis of decision 
latencies, certain apparent limitations of the method should be men- 
tioned. First, it is almost always possible to translate any set of state- 
ments about the format of some stored information into a set of 
statements about processing operations carried out on a literal copy 
of the input, and it is not always easy to decide which set of state- 
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ments makes more sense. Second, decision latencies in many tasks 
are known to be drastically changeable by instructions emphasizing 
either speed or accuracy, and the trade-off between these two aspects 
of performance may radically change the outcome of experiments 
(e.g., Lively, 1972). Third, because of these accuracy-speed trade-off 
relations, the method of decision latencies seems to be limited to 
situations in which the subjects never make any mistakes in answer- 
ing the test questions, that is, either to small sets of immediately 
tested materials or to very well-learned sets of materials tested at 
any retention interval. Ideally, only a single item should be stored 
in memory in experiments using decision latencies to make infer- 
ences about its characteristics. So far i t  has been a rare experiment 
on decision latencies that reports error rates of 0%. 

B. MATERIALS VARIATIONS 

One method for inferring characteristics of memory traces is em- 
ployed in experiments varying the type of materials. For example, 
the events to be remembered might consist in the presentation of a 
list of words as contrasted to a set of pictured objects whose names 
are the words of the other list. Paivio (1971) and his associates have 
consistently found that presentations of object pictures are better 
remembered than are presentations of their names; furthermore, 
names of concrete objects are usually remembered better than names 
of abstract concepts. 

The  standard inference drawn From these studies is that there 
are two "representational systems" or two "modes of representation," 
the imagery system and the verbal system. Pictorial inputs and 
picturable verbal stimuli are stored in both systems, while verbal 
inputs, particularly if their referents cannot be readily imagined, are 
stored only in the verbal system. Retrievability of a stored event is 
a direct function of the availability of relevant information in one 
or both systems. Paivio and Csapo (1973), for instance, have shown 
that free recall of a given name, if both the name and the picture 
are presented, is predictable by adding up  of the contributions from 
independent verbal and pictorial inputs. 

Paivio (1969) has attempted to further distinguish the verbal and 
imagery systems according to their specialization For handling tem- 
porally ordered (sequential) versus unordered information. It has 
been found, at fast input rates, that whereas pictures exceed words 
in Free (unordered) recall, the reverse holds for serially ordered 
recall. So, picture codes are said to be effective for item informa- 



The Logic of Memory Representations 273 

tion, whereas sequential word-to-word associations are specialized 
for reproducing serial-order information. Supporting the conclusions 
based on the method of materials variations, there is some neuro- 
logical evidence (see, e.g., Gazzaniga, 1972) that suggests cerebral 
hemispheric lateralization of verbal versus nonverbal functions. 

One logical problem that arises in connection with the method 
of materials variations concerns the rules for postulating different 
"memory systems." For instance, modality of presentation is surely 
one of the attributes about an event that is stored in memory and 
the evidence is quite clear that retrievahility of an event frequently 
depends upon its modality of presentation. But it is not clear how 
one gets from this evidence to two "memory systems" or two mem- 
ory "stores." It seems to us that the evidence for a "visual imagery" 
store is no better than that for a "tactual store," "olfactory store," 
"proprioceptive store," "color store," and the like. The  question is 
whether we should postulate a distinct memory system for every 
discriminable stimulus variable and for every variation of events 
along values of that variable that produces differences in memory 
for those events. If we did, we would soon have more memory sys- 
tems or memory stores than we could name. If we did not, it is 
necessary to spell out the rules for such postulation when it is deemed 
appropriate or necessary. In this connection it is also of interest to 
note that it has not yet been made clear by anyone how the task 
of explaining memory phenomena is materially aided by the hy- 
pothesized existence of different memory stores and systems (cf. 
Pylyshyn, 1973). 

I t  is easy to show that recall and recognition of a given word event 
may depend greatly on the "orienting t a s k  performed by the sub- 
ject when he studies a word (e.g., Craik, 1973; Hyde & Jenkins, 
1969; Till &Jenkins, 1973). For instance, the subject will remember 
the word much better when he makes some sort of a semantic judg- 
ment about it at input than when the judgment entails only the 
acoustic pattern of the spoken word. 

One might want to assume that the nature of the orienting task, 
or the nature of the encoding operation performed on the input 
stimulus, determines the characteristics of the memory trace. Thus, 
a semantic operation creates a trace rich in semantic information, 
while an "acoustic" task produces a trace with prominent acoustic 
attributes and relatively lower semantic content. If one further as- 
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sumes that semantically encoded traces endure longer or that they 
can be more readily retrieved than acoustically encoded traces, the 
performance differences resulting from these orienting tasks can be 
undastood. Similar reasoning applies to other tasks and encoding 
dimensions. 

The  logic here is plain and simple, and the available data neat and 
clear. And yet there remains an apparent gap in the reasoning: why 
do "deeply" encoded traces endure longer, and why do more super- 
ficially encoded traces yield lower probabilities of retrieval? Why, 
for instance, does "semantic" encoding result in higher recall and 
recognition than "acoustic" encoding? Somehow the matter is in- 
tuitively rather obvious, perhaps even too obvious. Whenever such 
a situation arises, one has to guard against the tendency to achieve 
understanding merely by labeling the facts differently. As matters 
stand now, the data on orienting tasks followed by free-recall or 
recognition tests could quite readily be "explained in terms of the 
vacuous concept of trace "strength": certain orienting tasks or en- 
coding operations produce stronger traces and hence gyeater proh- 
ability of subsequent retrieval than do some others, as does increas- 
ing the study time or reducing the amount of interfering material. 
References to qualitative differences among traces seem to be super- 
fluous, as long as appropriate converging operations are lacking. 
Some such converging operations have been performed in terms of 
measurement of semantic clustering (Hyde &Jenkins, 1969), but the 
fact that clustering measures, as we will argue later in the paper, 
are not particularly useful for making inferences about all the 
properties of stored information, means that there is room left for 
improvement. 

The  method of orienting tasks would have to be combined with 
a more direct manipulation of retrieval conditions before it can 
he successfully distinguished from other situations in which merely 
the "strength" of traces is manipulated. Experimental variation of 
encoding operations is a potentially powerful means for influencing 
the properties of stored information hut assumptions about these 
properties need to be tested in more specific retrieval conditions 
than those provided by free-recall or recognition tests. 

If a presented item is repeated in a study list and the subject can 
subsequently not only recall its name but also knows that it was 
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presented twice (e.g., Madigan, 1969), it seems reasonable to assume 
that the trace of the item has been somehow changed by repetition. 
Historically, facilitative effects of repetition on recall and recog- 
nition have been interpreted in terms of "strengthened" traces or 
associations. This approach, as we have mentioned, is not par- 
ticularly enlightening for it does not encourage further questions 
about the nature and characteristics of the trace. 

More revealing, however, are experimental treatments in which 
it is not the whole unit that is repeated, but rather a particular 
Eeature of the unit (although response measures are still probabilities 
of recall or recognition of the name of the whole unit). Included 
here would be two-list paired-associate transfer paradigms denoted 
as A-B, A-B' (response similarity) and as A-B, A'-B (stimulus simi- 
larity). T h e  primed members (A' or B') are related to their unprimed 
mates (A or B) along any of a number of "similarity dimensionsn- 
semantic, phonetic, orthographic, and the like. In most cases, one 
expects mutual facilitation of the two pairs, with A-B' being learned 
faster and A-B being remembered at a higher level than appropriate 
control pairs. A second set of examples are hee-recall experiments 
showing that conceptually categorized words are more readily re- 
called than unrelated words. 

T h e  facilitative effects of similarity of items along one or more 
specified dimensions can be interpreted as reflecting either infor- 
mational overlap among stored traces or mediational processes at 
the time of retrieval. T h e  former involves references to trace struc- 
tures or trace characteristics, while the latter implies a particular 
process of recovery of independently stored information. But the 
process of mediation, too, must be governed by trace properties, 
even if relations between traces are conceptualized as independent. 
Thus the logic of the method of feature repetition holds that facili- 
tative effects of specifiable similarity among to-be-remembered events 
can be regarded as direct evidence for the events' internal repre- 
sentations containing information correlated with the similarity 
dimension. T h e  argument is strengthened by the converging oper- 
ation of presenting a retrieval cue embodying the information com- 
mon to the stored events. For instance, if a category name serves 
as an effective retrieval cue, the information it contains can be 
assumed to overlap with that contained in the representations of the 
category instances as target items. 

Similar reasoning may apply to transfer effects such as those de- 
scribed by Laurence (1970) and Nelson and Rothbart (1972). The 
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latter authors, for instance, had their subjects learn a paired-asso- 
ciate list consisting of number-word pairs, such as 17-PAIN, and 
tested them seven days later. Following the recall test, subjects 
learned a second list, in which the same stimulus terms were paired 
with homonyms of first-list response terms, such as 17-PANE. Even 
when subjects had failed to recall the response PAIN to the stimulus 
17 in the first-list recall test, they learned the 17-PANE pair in the 
transfer list more rapidly than did control subjects who had earlier 
learned an unrelated first list. The  interpretation here is that some 
information about the acoustic form of the response term from the 
17-PAIN pair was retained even though the total amount of avail- 
able information was insufficient to support recall. T h e  retained 
acoustic information may have served as a retrieval cue or a mediator 
in the recall of the transfer-list pair. Again, the observed transfer 
effect can be used in drawing inferences about features of memory 
traces of learned verbal items. 

Sometimes feature repetition produces interference rather than 
facilitation. Thus, perhaps paradoxically, in some situations evi- 
dence for the nature of information available in a memory trace is 
derived from observations of performance decrements attributable 
to interitem similarity. For instance, Baddeley (1966) showed that 
subjects had great difficulty in immediate reconstruction of the serial 
order of a short list of acoustically similar words, although they had 
no such difficulty when the list items were related semantically or 
were unrelated. In one experiment, for instance, subjects had only 
10% correct serial reconstructions for acoustically similar words, 
65% for semantically related words, and 71% for unrelated lists. 
Baddeley concluded from these data that subjects use "an almost 
exclusively acoustic coding system" in remembering words over very 
short intervals of time. 

The  reasoning here has never been spelled out in detail. It seems 
somehow self-evident that if a variable X has an effect on recall of 
certain material while variables W, Y, and Z do not, then the fea- 
tures implicated by X are represented in the trace while those im- 
plicated by W, Y, and Z are not. Although many researchers seem 
quite content to accept the reasoning without wondering what kind 
of a process model would explain interference attributable to stim- 
ulus similarity along some but not other dimensions, in the absence 
of such a model the logical steps that get us from the data to theory 
are uncertain. The consequence is that the implications of findings 
for the trace theory have remained questionable. 
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E. FEATURE PRORING 

T h e  subject need not always recall the name or recognize a literal 
copy of an experimental unit of the material for the experimenter 
to he able to make inferences about properties of stored traces. 
Recall of certain other aspects of stored word-events, certain "parts" 
or features thereof, can also provide useful evidence. Indeed, some 
of the most widely used techniques for the description of memory 
traces are of this type. 

The  most straightforward of the feature probing methods consists 
in simply asking the subjects questions about specific features, prop- 
erties, or "tags.'' Experiments investigating various memory "judg- 
ments" rely on this method (e.g., Hintzman & Block, 1971; Kirsner, 
1974; Light, Stansbury, Rubin, & Linde, 1973). During testing the 
subject is shown a whole item and asked to judge its earlier fre- 
quency of occurrence in the list, or its recency, mode of presentation 
(visual or auditory, verbal or pictorial, male or female voice, etc.), 
and other attributes of this kind. T o  the extent that subjects can 
accurately provide this information, the inference can be made that 
the relevant features were stored as part of the memory trace of the 
item. 

One problem with the method of feature probing concerns the 
distinction between direct and derived information, a problem 
shared by many other methods. In the present context it refers to 
the possibility that feature X is not directly represented in the trace 
but rather judgments made about feature X are derived from evi- 
dence about feature Y. Thus, for instance, some researchers (e.g., 
Morton, 1968; Peterson, Johnson, & Coatrey, 1969) have argued 
that recency judgments can be based on information about the 
"strength" of the memory trace where strength reflects the conse- 
quences of some other factor, such as frequency of repetition. Thus, 
the argument would be that recency information need not be di- 
rectly contained in the memory trace and that it can be derived 
From some other feature of the trace. Another possible limitation 
of the method lies in the fact that it can provide information only 
about those memory traces that can be successfully retrieved in re- 
sponse to a literal copy of the stored verbal item: that is, the method 
requires item recognition as a precondition for the judgment about 
its features. But we know of circumstances in which whole-item 
recognition fails when the context is changed (e.g., Tulving & 
Thomson, 1973) yet the subject probably could satisfactorily respond 
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to certain feature probes provided the test conditions insured con- 
tact with the trace. Finally, possible trade-off between information 
about various physical features and the names of word-events may 
create complications in interpreting data. Madigan and Doherty 
(1972), for instance, have shown that subjects retain modality and 
frequency information about words only at the expense of the ability 
to freely recall the names of words. 

F. RECALL INTRUSIONS 

A popular technique for studying memory traces has been based 
on the examination of the errors subjects make while recalling. In 
a classic paper, Conrad (1964) reported an analysis of intrusion 
errors in recall of visually presented strings of consonants. These 
errors were highly systematic, with incorrect responses being similar 
acoustically to the correct item. Conrad suggested that the memory 
traces of the visually presented consonants in his experiment had 
an "acoustic or verbal basis" (p. 82). Similar data and comparable 
conclusions were reported by Wickelg'en (1965). Although it is 
possible to argue that "acoustic" confusions in recall are not caused 
by acoustic overlap but rather by motor overlap of the articulatory 
musculature in vocalizing the items (Hintzman, 1967), and although 
there is evidence that acoustic confusion errors can be eliminated 
by suppressing vocalization (e.g., Estes, 1973), the phenomenon of 
recall intrusions is a real one. Moreover, it is by no means limited 
to the acoustic dimension in very short-term retention of order in- 
formation. When subjects are presented with categorized words for 
free recall, for instance, most intrusion errors are new words from 
the presented conceptual categories (e.g., Tulving Rc Pearlstone, 
1966), implying that part of the stored information used at recall 
is category-specific but not item-specific. 

It is assumed that recall intrusions reflect the properties of stored 
information. The  logic here is that traces of any two events, A and 
B, contain both features that distinguish them from one another 
and features that are common to them. If the distinguishing features 
are lost but the common ones retained, B may be given as an in- 
trusion in place of A. 

One problem with the method of recall intrusions lies in the 
uncertainty whether all incorrect responses convey information 
about what has been stored, or whether only some of them do. 
Frequently an item cannot be recalled and the subject makes no 
overt response whatsoever, although his ability to recognize the 
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same item implies existence of some appropriate information in 
the store at the time of the test. Why then does the subject not use 
that information for "guessing" the item in the recall situation? 
"To guess or not to guess" a response requires among other things 
some kind of internal criterion set by the subject, presumably on 
the basis of payoff incentives and penalties for intrusions. T o  the 
extent that "pure guesses" occur, the intrusion data will be con- 
taminated by some random noise and to a degree varying with ex- 
plicit or implicit payoffs. It is not obvious how to "correct" intrusion 
data for such g;esses. 

G. FALSE POSITIVE RECOGNITION ERRORS 

One of the most popular methods has involved the analysis of 
errors in recognition tests. When a subject in a memory experiment 
makes an error of incorrectly identifying a new test item as old, it 
can be assumed that he does so because the test item shares certain 
critical features with one or more actually presented list items and 
that the incorrect identification of the test item as old is based on 
its informational overlap with the stored information in terms of 
these specific features. The  method has been applied to recognition 
of individual words (e.g., Anisfeld & Knapp, 1968; Eagle & Ortof, 
1967; Fillenbaum, 1969; Underwood, 1965: Walter, 1973) as well 
as sentences (e.g., Regg & Paivio, 1969; Bransford & Franks, 1971; 
Kosslyn & Bower, 1974; Sachs, 1967). Much of the work done with 
this technique is simply to demonstrate that systematic recognition 
errors are made and that the results are consistent with the notion 
that words and other verbal units are stored as bundles or collec- 
tions of features. But some more analytical work has also been done, 
investigating how the features of stored units, as estimated Crom 
recognition errors, are affected by experimental treatments. Eagle 
and Ortof (1967) studied the effect of distracting the subject during 
input on the characteristics of resulting memory traces; Cermak, 
Schnorr, Ruschke, and Atkinson (1970) and Elias and Perfetti (1073) 
examined the effect of different encoding operations on the types 
of later recognition errors; Anisfeld (1970) found that presentation 
of to-be-remembered nouns in meaningful adjective-noun phrases 
rendered antonyms as lures ineffective, although in earlier experi- 
ments (e.g., Anisfeld & Knapp, 1968; Fillenbaum, 1969) antonyms 
had been found to be as effective distractors as had been synonyms; 
and Bach and Underwood (1970) have reported relative rates of 
decav in features of stored information over time. 
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Since this is a popular method, likely to be even more widely 
used in the future, it is particularly important that the rules of in- 
ference connecting the data to the theory be worked out and made 
clear. It sounds plausible enough to say that subjects are more likely 
to identify new items as old if these new items share certain critical 
features with the traces of old items, but obviously it cannot be 
simply the amount of overlap between the sets of features of traces 
and test items that is responsible for false positive responses. The  
following thought experiment illustrates the problem. Suppose that 
a subject is shown a word, asked to remember it, and then imme- 
diately presented a probe word that is either a close synonym of the 
first word, a homonym, or is very similar in orthography to the first 
word. Our hypothetical subject is asked whether this was the word 
that he just saw before. With sane adults, there will surely be no 
false positive responses, even though there would be considerable 
overlap between the old word and the probe word. T h e  hypothetical 
result means that the subject's recognition response depends not 
only upon the similarity or overlap of certain features, but also on 
the differences in memorable properties between the trace and the 
probe item. Thus, only if the subject lacks appropriate information 
about these uniquely identifying features-if he has "forgotten" 
them-might he make a recognition error on the basis of remem- 
bered overlapping features. 

T o  consider an important implication of this explanation, let us 
entertain the simple assumption (although there is good evidence 
that the assumption is wrong) that the subject makes recognition 
judgments only on the basis of two kinds of information about a 
word, information corresponding to phonetic and semantic attri- 
butes. After studying a target word (e.g., CHAIR), the subject will 
be presented with two new test words, one phonetically related to 
the target (e.g., PAIR), the other semantically related (e.g., TABLE). 
If the features are remembered as all-or-none descriptors, then the 
subject should never identify both the phonetically related and the 
semantically related lure as old, since the "recognition" of one test 
word on the basis of one feature is predicated upon the absence of 
the other feature. Indeed, given that the subject identifies either of 
these two lures as old, he should not be expected to he able to 
identify the original target item as old any more readily than he 
identifies any test item possessing the critical features. In strictest 
terms, these implications depend upon all-or-none retention of the 
attributes and are based on decision rules like those conjectured 
by Bower (1967). Were the retention of each attribute a "more-or- 
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less" matter of strength, then all patterns of false alarms to phonetic 
or semantic lures are possible, with probability of accepting a given 
lure as "old" varying directly with the retention level of its over- 
lapping attributes and inversely with retention of the nonover- 
lapping attributes. In any case, for a given subject, one should ex- 
pect a negative correlation in false positives to lures whose overlap 
with the target item is based on different features. 

Another problem with reliance on false positive errors is that of 
the independence of or overlap between different features. For in- 
stance, in experiments concerned with the "acoustic" attribute, ex- 
perimenters frequently use homophonic or rhyming words as test 
lures. Now, in most natural languages there is a high correlation 
between the pronunciation and the spelling of a word; therefore, 
when effects of "acoustic similarity" have been demonstrated with 
visual stimuli, the experimenter can not be sure that his results are 
not due to orthographic similarity instead. Indeed, some evidence 
has already been described, both with the false positive technique 
(Raser, 1972) and the clustering method (Jacoby & Goolkasian, 
1973), suggesting that the confounding between acoustic and ortho- 
~ a p h i c  similarity has to be taken into account in interpreting out- 
comes of experiments. 

The  problem of information overlap between features becomes 
considerably more complicated when the features cannot be de- 
scribed with reference to identifiable properties of the physical 
stimulus. For instance, how are we to classify semantic information? 
How many different "kinds" of semantic information are there? 
Experimenters have sometimes distinguished between categories of 
semantic features, using contrasts such as synonyms versus antonyms 
(e.g., Anisfeld, 1970; Anisfeld & Knapp, 1068) and have found that 
the two types of semantic lures behave differently under different 
experimental conditions. But this sort of classification of semantic 
relations between words has only limited usefulness because most 
words have neither synonyms nor antonyms. What is needed is a 
satisfactory taxonomy of "semantic" information which can then be 
validated through memory experiments. 

When the material to be remembered consists of a collection of 
randomly selected items and the subjects are required only to 
remember the membership of items in the collection and to produce 
their responses in any convenient order ("free recall"), the actual 
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order that they use has sometimes been assumed to contain infor- 
mation about the characteristics of stored information. T h e  logic 
here is that when items share a common feature, that feature may 
govern the ordering of the items in output, and that, therefore, 
clustering of recall on the basis of an objectively identifiable char- 
acteristic of items is evidence for the presence of the corresponding 
feature in the traces of items. For instance, Frost (1971) observed 
clustering of pictorial items according to the spatial orientation of 
objects depicted. She argued that information about pictures was 
stored in "visual" form and that orientation of objects is one of the 
dimensions of organization (we would say one of the features of 
memory traces). Clustering scores were also used by Jacoby and 
Goolkasian (1973) to argue that semantic coding is more effective 
than (we would say, preferred to) acoustic coding in free recall. 

Since clusterirlg of items with respect to one attribute usually 
precludes clustering on the basis of other attributes that nevertheless 
might be represented in memory traces of retrieved items, the 
method is not well suited for describing traces in all their presumed 
richness and variety. Temporal succession of responses imposes, by 
its very nature, a one-dimensional bottleneck on the amount of 
information that can be gleaned from the data. Moreover, at present 
there is little agreement as to what are "legitimate" measures of 
clustering that should be used, and attempts to modify the method 
to permit quantitative statements about clustering along several di- 
mensions seem fruitless. The method may turn out to have some 
usefulness, however, when used in conjunction with other methods, 
as one of several converging operations. 

This method has been used in attempts to distinguish between 
primary and secondary memory (or short-term and long-term stores). 
The  method is often combined with the single-trial free-recall para- 
digm. Several different variants share the following general pro- 
cedure. A serial position curve is constructed from the recall data 
obtained under condition X and another one under condition Y. 
For instance, condition X might be defined by a slow rate of pre- 
sentation of words; condition Y, by a fast rate. Comparison of the 
two curves shows no difference in recall of items from the last few 
positions in the list, while items from earlier positions are better 
recalled in the slow-rate condition (e.g., Murdock, 1962). As a second 
illustration, condition X might he immediate recall, while Y might 
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be delayed recall (e.g., Glanzer ik Cunitz, 1966): the finding here is 
that response probability for items from terminal positions is higher 
under X than Y, while response probability for preterminal items 
is not affected. 

Logically it is clear that if a variable has an effect on recall of one 
component of performance (for instance, earlier list items) but not 
on that of another component (for instance, late items), the two 
components must in some way be different. Since recall of any item 
depends both on its trace and on the conditions under which recall 
takes place, however, it does not logically follow that the differential 
effect of a variable on two components of recall performance neces- 
sarily implicates traces of items making up  the two components. T h e  
data are equally consistent with the possibility that retrieval infor- 
mation is differentially effective for the two components of recall, 
whereas their traces are indistinguishable. 

Nevertheless, the two-component analysis has been used to supply 
evidence for the existence of two memory stores. We mention it in 
the present context because of the prevalence of the assumption that 
the properties of information in the two memory stores must be 
different. Most of these differences have usually been specified in 
terms of process models (for a reasonably complete listing, see Table 
1 in Craik Rc Lockhart, 1972), but attempts have also been made 
to specify stored information in primary and secondary memory 
in terms of particular trace properties (e.g., Baddeley Rc Patterson, 
1971; Kintsch ik Buschke, 1969). 

We do not quite understand the logic that ties the results of ex- 
periments based on two-component analyses to the postulated exist- 
ence of different memory "stores." Many researchers seem to have 
assumed, on the basis of what to us appears an intuitive theory, that 
if a variable bas an effect on one component of recall performance, 
but no effect or an opposite effect on the other, and if there is no 
other explanation for this result, then a store containing information 
of a sort that corresponds to the critical variable can be postulated 
to explain the dual effect of the variable. Thus, study time per item 
affects one component but not the other, but since there are many 
theories that can account for the effects of study time no one has 
proposed separate stores for fast and slowly presented items. Instead, 
the invariance of recall of late input items with changes in the rate 
of presentation is built into the theory as a defining characteristic 
of the short-term store (Atkinson & Shiffrin, 1968; Waugh 8: Norman, 
1965). On the other hand, since there is no other theory that can 
account for the differences in recall between auditorily and visually 
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presented items, separate stores for these two kinds of inpiit are also 
postulated (e.g., Murdock & Walker, 1969). Similarly, if it is found 
that acoustic similarity affects recall of only one component, while 
semantic similarity affects recall of the other component, and no 
acceptable theory exists to accommodate these facts, two "stores" are 
created, one being primarily acoustic and the other being primarily 
semantic (Kintsch & Buscbke, 1969). T h e  exact reasoning bridging 
the data and theory in this case has always remained unspecified. 

What seems to be sorely needed are unequivocal statements as 
to the assumptions that are made about processing of mnemonic 
information in a particular task and how this processing is affected 
by the nature of stored arid available information to produce the 
observed outcome. In the absence of such statements, or an appro- 
priate process model, inferences hom the data to theory gi>e rise 
to bothersome questions. Why, for instance, does the presence of 
an item in the early part of the list that is acoustically similar to an 
item in a late input position produce acoustic interference in the 
short-term store, if the information stored about the early item, at 
the time of retrieval, is primarily semantic (Kintsch & Buschke, 
1969)? Why is it necessary to manipulate acoustic similarity among 
list items at all in order to demonstrate that acoustic interference 
occurs in retrieval of information about the terminal list items and 
their order? 

This is another extremely popular method, g~owing out of an 
experiment by Wickens, Born, and Allen (1963) and adopted by 
Wickens (1970, 1972) as the central methodological and conceptual 
tool for identifying and measuring encoding dimensions of stored 
materials, usually words. Since the method and its associated litera- 
ture are widely known and readily accessible (Wickens, 1970, 1972), 
we will not recount the details of the method and the data. Some 
other comments, however, are in order. 

Wickens' method provides an interesting example of a technique 
that works although no one is very sure why it does. The  increase in 
recall on the shift trial has been referred to as a demonstration of 
"release horn proactive inhibition," but this label is essentially an 
historical anachronism, related to initial attempts (e.g., Keppel & 
Underwood, 1962) to provide a theoretical interpretation of short- 
term forgetting observed in the Brown-Peterson paradigm in terms 
of the concept of proactive inhibition. Few people any longer hold 
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the view that in the Wickens paradigm any proactive inhibition is 
"released." Since the label of "release from proactive inhibition" is 
cumbersome, we will refer to the method and paradigm as attribute 
shifts. 

On what grounds can we assume that increments in recall on the 
shift trial signify the presence of information corresponding to 
shifted attributes as components of memory traces? Since the ex- 
planation of the shift effect is still obscure, the logic that ties data 
to theory is mostly intuitive. It contains at least two identifiable 
components. One, it depends on the absence of an obviously mean- 
ingful answer to the question about the alternative: if attribute 
shifts do not signify trace properties, what do they do? As long as 
the answer to the question is uncertain, the idea seems entirely 
reasonable that the "shift procedure may be used as something of a 
projective technique of organization in STM; a way of asking S what 
response classes are being employed without requiring him to iden- 
tify and label them (Wickens 8c Clark, 1968, pp. 580-581)." T h e  
other component ~f the intuitive logic depends on the absence of 
an alternative explanation of the shift effect. Imagine, for instance, 
the outcome of the following thought experiment. The  control 
group is tested on four trials with randomly selected trigrams, pre- 
sented at the rate of 1 sec/item, and they show the typical "build-up 
of proactive inhibition" results. The  experimental group is pre- 
sented with the same material5 under identical conditions, except 
that on the fourth critical trial the t r igam is presented for a much 
longer study time, say 10 sec. Presumably the experimental group 
recalls that trigram better than the control group, thus producing 
a pattern of data that is identical with the "release" phenomenon. 
But since it is obvious that the increase simply reflects increased 
study time, the result is neither interesting nor informative with 
respect to composition of the underlying memory traces. Since an 
equally "obvious" explanation of the typical shift effects is lacking, 
the intuitive logic relating the effects to characteristics of encoding 
dimensions somehow becomes more respectable. 

The  standard explanation of the shift effects and their relevance 
to coding theory becomes complicated in the light of the data re- 
ported by Gardiner, Craik, and Birtwistle (1972) and recently repli- 
cated by Maureen O'Neill and Judith Sutcliffe at Toronto. These 
researchers demonstrated that it is possible to obtain large amounts 
of "release from proactive inhibition" under conditions where the 
changes in the presented material were identical For the experi- 
mental and the control groups on the critical trial. In addition to 
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the standard control group, there were two experimental groups in 
the Gardiner el a l .  experiment. The  two experimental groups and 
the contrbl group were shown exactly the same material on all trials, 
including the critical "shift" trial. One experimental group was 
given special instructions about the nature of the input material 
on the shift trial, permitting the subjects in that group to encode 
the presented word triad differently from the encoding format 
presumably used by the control subjects. This experimental group 
showed a large increment in their recall on the shift trial. T h e  
second experimental group was given no special instructions at 
input on the critical trial. Subjects in this group, therefore, must 
have encoded the presented word triad identically with the control 
group, which also received no special instructions. But they were 
told about the special characteristics of the words presented on the 
critical trial just before they started to recall these words (for in- 
stance, that the words had all been names of garden flowers, rather 
than just flowers, or that the words referred to outdoor games, rather 
than just games). This group, too, showed a large increment in 
recall, that is, a typical shift effect. 

The  Gardiner et al .  finding demonstrates several important points. 
First, the shift effects can be obtained in the Wickens paradigm even 
when the experimental group receives the same material on the 
critical trial as does the control group and even when the two groups 
encode this material identically. Thus, at least in this situation the 
shift effect must signify something other than the changes of the 
input along some encoding dimension represented in the memory 
trace. Unless we assume that the trace was modified through re- 
trieval instructions-an assumption yet to be validated-rve must 
conclude that shiftlike effects can occur independently of the format 
of stored information. This conclusion suggests the possibility that 
in typical shift studies, too, in which some aspect of the study ma- 
terial is changed on the shift trial, the shift effect signifies something 
more, or other, than the difference, along some encoding dimension, 
between traces of earlier presented materials and traces of the input 
on the shift trial. 

T h e  second implication of the Gardiner et al. results is that not 
all possible semantic encodings of to-be-remembered items are auto- 
matically activated when the items are presented. Calling subjects' 
attention to a particular feature of the critical word triad only at 
the time of retrieval permitted the subjects to recall the stored ma- 
terial more efficiently. This fact suggests that the typically observed 
"build-up of proactive inhibition" effects, such as those shown by 
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control groups in the Wickens paradigm, may reflect a loss in the 
effectiveness of retrieval cues rather than less efficient storage of 
items on later trials. T h e  extra retrieval information provided to 
the subjects at the time of recall could act either as a search re- 
strictor or as an added discriminator to help the system find and 
select the specified recent-event traces in the episodic memory (cf. 
Bower, 1967, p. 318). 

A final problem concerning the interpretation of attribute shift 
data From the point of view of description of internal representation 
of perceived events has to do with the independence or overlap 
among identified attributes. The  problem is by no means unique 
to this method alone. A typical example is the observation that 
changing both the number of syllables per item and number of 
phonemes per item produces equal shift effects (Wickens, 1970). 
Since we know that a high correlation exists between these two 
attributes, we are not surprised to see one effective when the other 
one is. But the issue of independence becomes harder to decide with 
other attributes. For instance, shifting polarity of words as judged 
by the semantic differential, both within a dimension (e.g., Wickens 
&Clark, 1968) and between dimensions (Turvey & Fertig, 1970), and 
changing the taxonomic category on the shift trial (e.g., Loess, 1967), 
produce sizable shift effects. T o  what extent are these variables 
effective for the same reason? Do these manipulations tap roughly 
the same type of mnemonic information? It seems intuitively obvious 
that shifts in conceptual categories entail shifts in polarity of conno- 
tative meaning. Therefore, the finding of category shift effect may 
be redundant with the finding of the effect of the shift in conno- 
tative meaning, but the issue cannot be decided by armchair criteria. 
Some technique 1s needed by which overlap between encoding di- 
mensions whose shifts are effective can be assessed and quantified. 
Evaluation of shift effects produced by variables X and Y indi- 
vidually as well as concurrently, as bas been done by Goggin and 
Wickens (1971), for example, seems to provide one needed con- 
verging operation that may be useful in such assessment and quan- 
tification. 

The  last technique we will consider is the method of retrieval 
cueing. T h e  subject studies a list of items that includes a target T. 
Then he attempts to retrieve the trace of T in the presence of dif- 
ferent retrieval cues. These cues vary in their effectiveness in pro- 
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viding access to the trace and thus producing the desired response. 
The  effectiveness of a cue is assumed to reflect the informational 
overlap between the trace and the cue, and the trace can be de- 
scribed in terms of the pattern of effectiveness of various retrieval 
cues, that is, their informational overlap with the trace. 

As an illustration, consider data bom an experiment reported by 
Thomson and Tulving (1970). Subjects tried to recall target words 
that had appeared in a list either singly or in the company of other 
words, the list cues. Recall was measured (a) in the absence of any 
specific cues (in response only to free-recall instructions), (h) in the 
presence of the list cues. or (c) in the presence of strong associates of 
target words that had not appeared anywhere in the list. The  recall 
probabilities, measures of cue effectiveness, are shown in Tahle I. 
The  nominal target words were identical in all six experimental con- 
ditions. Recall probabilities shown in Table I, therefore, reflect only 
the effects of encoding and retrieval operations performed on target 
words. 

The  pattern of three retrieval probabilities associated with each 
of the two encoding conditions in Table I describes, although in a 
rather modest sense, the properties of the traces stored under those 
conditions. In Tahle I, data are pooled over many individual target 
words and cues, but they do illustrate the general assumptions un- 
derlying the method of retrieval cueing. First, the effectiveness of 
any cue-its informational overlap with the trace-depends on the 
properties of the trace as encoded rather than just the properties of 
the original to-be-remembered words. Second, the pattern of cue ef- 
fectiveness provides more detailed information about the properties 
of the traces than would be available in retention tests in which the 
retrieval information is either unspecifiahle, is held constant experi- 
mentally, or both. Third, similarities and differences between vari- 
ous traces manifest themselves in the patterns of cue effectiveness. 

TABLE I 

Retrieval condition 

Encodine condition No cues List cues Strone associates 

Single targets .49 .43 .68 
Tarscts with list cues .30 .83 .23 

a Data from Thomson and Tulving (1970, Experiment 2, List 3). 
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Two traces may be compared to one another with respect to the 
effectiveness of any one of a number of specific retrieval cues. 

Several researchers have already reported data on effectiveness of 
different types of retrieval cues (e.g., Anderson, 1972; Bahrick, 1969: 
Bregman, 1968; Ghatala & Hurlbut, 1973; Light, 1972; Nelson 8c 
Brooks, 1974), and a somewhat different variant of the method was 
used by Shulman (1970), but the technique has not yet been fully 
developed. For one thing, the work so far has all been done on the 
composite trace of n~any  different items rather than identical items. 
Secondly, the method suffers from the shortcoming we have already 
met: the indeterminacy of independence of different cues. If a very 
large number of cues are effective to a snlaller or larger extent in 
providing access to the trace, the description of the trace in terms 
of the pattern of cue effectiveness, in addition to being cumbersome, 
may be highly redundant in unknown ways. We might attribute to 
the trace a property X without knowing that it is the same as another 
assigned property Y, simply because two apparently different re- 
trieval cues, X and Y, were effective in providing access to the trace. 
The  problem is to estimate to what extent two cues, X and Y, con- 
tain the same information. 

One method that can be used, in conjunction with the method 
of retrieval cueing, to assess the overlap among cues, with respect to 
a given trace, consists in probing the trace with two or more dif- 
ferent cues in succession. We will refer to it as the reduct ion method. 
The  basic idea is as follows. Given a trace T, it is probed first with 
Cue X and then with Cue Y. T h e  same operation is also performed 
on the same trace in the opposite sequence-first with Cue Y ,  then 
with X. T o  the extent that the first cue X is effective, the informa- 
tional content of the trace becomes known and the amount of un- 
known information in the trace is reduced. T h e  effectiveness, or 
valence, of the second cue Y with respect to the reduced trace- 
the part of the original trace T not retrieved by Cue X--can be 
compared with its valence with respect to the original trace, that is, 
under conditions when it is used as the first cue. If the informational 
content of Cue Y entirely overlaps with, or is completely included 
in, the information contained in Cue X, Cue Y will be totally in- 
effective when applied to the trace reduced by Cue X, for the same 
reason that Cue X would be ineffective in retrieving that part of 
the trace with which it does not overlap. If, on the other hand, 
informational content of Cue Y has no overlap at all with Cue X, 
Cue Y is expected to be as effective with respect to the reduced trace 
as the original trace. Between these two extreme possibilities inter- 
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mediate conditions of overlap or independence between X and Y 
can be imagined and quantitatively assessed. 

A simple set of data from an imaginary experiment may help to 
clarify the relations between two Cues X and Y and illustrate the 
logic of the reduction method. The  imaginary experiment is rather 
like the one reported by Tulving and Watkins (1974), except that it 
entails two successive cued-recall tests. Subjects study a list of five- 
letter words, such as GRAPH and STEAM, and are then tested 
for recall of these target words in the presence of either two or four 
initial letters of target words as retrieval cues. Let X designate 
the four-letter cues (GRAP-, STEA-) and Y the two letter cues 
(GR - - -, ST - - -). In one condition, subjects are first tested with 
Cue X, and then with Y, their task being in each case to retrieve 
target words specified by the cues, while in the other condition the 
first pass through the data store is done with Cue Y and the second 
pass with X. Logically, all information contained in Cue Y (e.g., 
GR - - -) is contained in the corresponding Cue X (GRAP-), and 
although we have reasons to believe, on the basis of some pre- 
liminary experiments done by Michael and Olga Watkins at Yale, 
that actual data may slightly depart from the logic, we will let the 
results of our imaginary experiment faithfully reflect the logical 
relations. These data are tabulated in Table 11. 

The  left-hand panel of Table I1 gives the data for the condition 
where Cue X was presented first and Cue Y second, while the right- 
hand panel depicts the other sequence, Cue Y followed by Cue X. 
Each panel shows the probabilities of recall and nonrecall of target 
words in the presence of cues both in the first and in the second 
test. Thus, for instance, 70% of targets were recalled in the presence 

TABLE I1 

E F F B C ~ V E N Z ~ ~  OF TWO RETRIEVAL CUES IN TWO SUCCESSZVE TESTS 
IN A HYPOTHETICAL EXPERIMENP,~ 

Second test Second test 

Cue Y:  two letters Cue X: four letters 

Fimt test R ii Total First tcst R Total 

Cue X: R .28 .42 .70 Cue Y: R .28 .OO .28 
Four letten .OO .30 .30 Two letters ii .42 .30 .72 

Total .28 .72 1.00 Total .70 .30 1.00 

a Data am proportions of target items retrieved in the presence of given cues. 
R and ii designate recall and nonmcall, rcrpectively. 



The Logic of Memory Representations 

Fig. I .  Venn cliagrarn depicting i8rformatio1~ai ovet.lap between the trace and two 
cues, X and Y. The diagraw corresponds to the data shown in Table 11. A part of 
the trace infomation overlaps with information in both cues (X,  Y )  and another part 
overlaps with Cue X hut not Y (X, 7)'). A certain amount of trace information overlaps 
with neither X nor Y (X, F), 

of four-letter cues, both when these cues were given first and when 
they were given second. In terms of the assumptions of the reduc- 
tion method this means that 70y0 of the information contained in 
Cue X overlaps with the information contained in the (composite) 
trace of the target words. Two-letter cues were effective 28y0 of the 
time in both tests. (Such invariance is seldom observed in real ex- 
periments.) When two-letter cues had failed to retrieve target items, 
which happened 72% of the time, then, as can be seen in the right- 
hand panel, four-letter cues were nevertheless effective in .42/.72 or 
587, of the cases. That is, the effectiveness of Cue X with respect 
to the trace reduced by Cue Y was 58%. This figure compares with 
the 70% effectiveness of Cue X with respect to the original trace. 
At the same time, no two-letter cue was effective after the four- 
letter cue had failed, as shown in the left-hand panel. Thus, in this 
particular example, the nature of the overlap between the two kinds 
of cue was such that all the information contained in two-letter cues 
was also contained in four-letter cues, while the latter contained 
some other information as well. This state of affairs can be expressed 
in the form of a Venn diagram as shown in Fig. 1. The  total area 
represents the informational content of the original trace. The  
small circle (subset X, Y) corresponds to the information common 
to Cue X, Cue Y, and trace T; the area outside the small circle is 
the trace reduced by information in Cue Y; the large circle (X,Y + 
X , Y )  refers to the informational overlap between the trace and 
Cue X: and the area outside the large circle is the trace reduced 
by information in Cue X. The  diagram also shows that all of the 
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informational content of Cue Y (and the corresponding trace in- 
formation) is included in the informational contept of Cue X. 

While the data from real experiments are more complex than 
those in our imaginary example, and while their interpretation en- 
tails many pesky problems that require solutions, the logic and 
reasoning is the same in all cases. Given any two cues, X and Y, 
their independence or informational overlap can be assessed by 
means of the reduction method. It does not matter what the cues 
are. The logic holds whether X is the set of "invisible" cues that 
can be assumed to be present in the free-recall situation or whether 
it is the literal copy of the target item in a recognition test. It is 
always possible to estimate to what extent informational content of 
one cue is included in the informational content of another. Indeed, 
the reduction method should in principle be capable of specifying 
the characteristics of retrieval information in situations in which 
these characteristics are not obvious, such as in free-recall tests. The  
retrieval information in the free-recall test, for instance, could be 
specified by the difference of effectiveness of various cues admin- 
istered before and after the free-recall test. 

We see the retrieval cueing as one of the more promising methods 
For ~tudying properties of memory traces. It has obvious similarities 
to the method of false positive recognition errors, but it is more 
direct and hence more incisive. The  false positive data are usually 
obtained as a by-product of recognition tests, their density is often 
very low, the subject makes such errors only to the extent that he 
has lost information about the actual input, and the experimenter 
does not really ever know for sure why the subject checks a new 
test item as "old." The  method of retrieval cueing represents a 
task where subjects' responses reflect retention of stored information 
rather than its loss and where the experimenter can directly observe 
the products of retrieval. Moreover, the method of retrieval cueing 
can be combined with the reduction method to estimate overlap and 
independence among identified components of the trace. Quanti- 
tative assessment of such independence seems to be indispensable 
for an economical description of properties of memory traces. 

111. Some Objectives of Trace Theory 

The  survey of approaches to the study of memory traces points 
to both accomplishments and problems that delineate further ob- 
jectives for research. Some of the problems awaiting solution have 
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already been mentioned in connection with specific methods. A 
major difficulty with a number of methods lies in the absence of 
clear rules for inferring properties of traces from the data. Ideally, 
these rules should be spelled out in the light of explicitly stated 
pretheoretical ideas about the nature of memory traces, and, more 
important, specified in conjunction with appropriate process models 
that describe how the trace information is used by the memory 
system. Another important problem concerns the development of a 
suitable language for describing memory traces. In this last section 
of the paper we will, after briefly considering the relation between 
trace information and the process of retrieval, say a few words about 
the taxonomy of trace attributes and the necessity of process models. 

We began this review with a reference to the fundamental natural 
dichotomy between structure and function, between what things 
are and what they do, and we suggested that the dichotomy applies 
to memory, too. We did so in order to focus attention squarely on 
the problem of what is retained in memory after the original event 
is gone and before its recollection occurs, and how this something, 
memory trace, can be studied and described. Throughout this re- 
view we have referred to memory traces as entities having certain 
properties, as consisting of features and attributes, or as being made 
up of aggregates of informational elements of as yet unknown na- 
ture. We have, in short, talked about memory traces as things. We 
did so, too, in order to emphasize our concern with the aspect of 
the memory system that is not its activity but rather its "nonactive" 
part. But after having discussed the traces in this vein, we wish now 
to suggest that it probably will make little sense, in the long run, 
to persist in the attempts to define or characterize memory traces 
in terms of what they are. Rather, their description must he given 
in terms of what they do. 

Once we adopt the attitude toward memory traces as a component 
of mental activity, it becomes immediately clear that memory traces 
do not do anything by themselves. They only act in combination 
with other processes. We do not yet know what alllthe other rele- 
vant processes are, but we have a fair idea that some of them are 
in an important way involved in retrieval, in utilization of stored 
information. Since memory traces do not possess independent  ex^ 

istence and only manifest themselves in combination with retrieval 
processes, the interrelation between stored information and condi- 
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tions of retrieval cannot be ignored by anyone interested in the 
format and characteristics of memory traces. T o  study the inter- 
relation, conditions nnder which retrieval takes place must be sys- 
tematically varied. The  stratagem of postulating some "normal" 
retrieval conditions, such as free recall or wbole-item recognition, 
and then observing the performance under these conditions, will 
not do. Since the "old" item in the recognition test shares many 
attributes with the target item, it cannot be known which one of 
these, or which combination, is entered into the interaction with 
stored 'information that will lead to retrieval of the trace. More- 
over, recognition does not necessarily bypass retrieval processes to 
directly assess what is available in the store (Tulving & Thomson, 
1973). Nor is free recall a cue-free situation; rather, it is a condition 
containing largely uncontrolled variations in the implicit cues on 
which the system relies for retrieval. Performance in the presence 
of experimentally manipulated retrieval cues, on the other hand, 
provides different perspectives of a given memory trace. If the stored 
event has any complexity at all, then its trace can be tapped in 
various ways to yield a large variety of performances. It is the pattern 
of performances, observed nnder systematically varied retrieval con- 
ditions, that provides a description of what a given trace does. The  
trace thus becomes a hypothetical construct we use to pull together 
this large list of relations between different questions directed at 
the system and the output from the system. 

The  definition of the trace as a set of question-output relations 
has obvious implications for methods used for studying properties 
of traces. For one thing, methods that do not vary retrieval condi- 
tions are not likely to succeed. If output conditions are held con- 
stant, the characteristics of the trace can only be described in terms 
of characteristics of the input, plus a single measure of performance. 
The  result is the copy theory, combined with the notion of 
"strength" of the trace reflected in its retrievability. The  impover- 
ished picture of the memory trace emerging from such an approach 
will have difficulty doing justice to the great variety of memory 
phenomena and memory performances that describe the capabilities 
of the system. 

An important challenge to trace theorists concerns the develop- 
ment of a language for talking about trace features, attributes, and 
codes. The  existing terminology, under the still pervasive influence 
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of the copy theory, divides these features and attributes roughly into 
three parts of "physicalistic" versus "linguistic" versus "semantic." 
The first category lists the possible physical properties of the event. 
A word in a memory test is presented in one or the other sensory 
modality, it has a spatial location, it may he typed in a particular 
type font, it may be spoken by a certain voice, and the like. The 
"linguistic" category includes a phonological description of the 
speech sound and the syntactic roles of the word. The  "semantic" 
category includes a myriad of features concerned with the word's 
conceptual meaning. as well as its referential imagery, emotional 
connotations, and other stray associations. This set of categories has 
not developed organically from studies on memory, but rather has 
been imported into such investigations from other domains. There 
is no guarantee that these are the optimal categories or that they 
will prove most useful for theoretical integration. 

A second issue, one that we have mentioned several times before, 
concerns the overlap or independence of trace features, and the 
related issue of direct and derived information. Methods need to be 
developed for assessing the extent to which information of one kind 
is correlated with, and can be derived from, the information of 
another kind. Ideally the objective is the identification and specifi- 
cation of trace properties that are independent of each other. Work 
on this problem has recently been initiated. Noting the large corre- 
lation between phonetic and graphemic similarity of words, Jacohy 
and Goolkasian (1973) varied the two aspects of similarity separately, 
finding that graphemic overlap contributed considerably to memory 
confusions. Goggin and Wickens (1971) in a bilingual attribute shift 
study found that a shift of two attributes, language and conceptual 
category, produced more "release from PI" than either one alone, 
suggesting, perhaps not surprisingly, that the two attributes were 
at least to a certain extent independent. Bahrick and Rahrick (1971), 
Frost (1972), and Tversky (1974) have investigated the quasi-inde- 
pendence of memory for the name of a picture compared to its more 
detailed visual aspects. Instructions can bias which aspect receives 
more attention, and different test conditions are sensitive to one or 
another feature. Kintsch (1970) has obtained some evidence that, in 
a bilingual recognition memory task, retention of the language of 
the target word is independent of the retention of the concept repre- 
sented by a word in one language and its translation in the other. 
And Kolers (1973) has separated information for semantic content 
of sentences from information about the physical format of the input 
in a recognition memory task. 



296 Endel Tulving and Gordon H. Rower 

In the fuzzier world of sentence meaning, Kosslyn and Bower 
(1974) have distinguished (via ratings) between sentence pairs on 
the basis of their conceptual similarity versus their imaginal simi- 
larity. Many sentence pairs express a conceptual difference which 
is not reflected in static imagery. For example, the distinctions be- 
tween the words in brackets are primarily conceptual and not repre- 
sented in static imagery: "The clerk [was really, appeared to be] 
[deliberately, accidentally] [competent, incompetent] [yesterday, to- 
day]." Kosslyn and Bower found that memory confusion errors for 
children were controlled Largely by image similarity (though the 
children understood the conceptual differences) whereas memory 
confusion errors for adults were controlled to a gTeater degree by 
conceptual similarity of the item. 

The  development of a language that could be used to describe 
;he relations between stored information and the corresponding 
characteristics of stimulus and response events is another one of 
the most pressing research objectives. Many investigators do not 
want to think and talk about traces of word events as being lin- 
guistic, or semantic, or verbal, or visual, or auditory, or pictorial, 
or whatever, but in the absence of suitable alternative concepts and 
terms they are frequently and reluctantly forced into using the copy- 
theory language. Some try to get around the problem by referring 
to stored information as conceptual or abstract, and while this is 
probably a small step in the right direction, the concept of abstract 
or conceptual information seems to be too broad for analytical 
purposes. 

Although ideally one might wish to specify properties of memory 
traces independently of any other part of the memory system, this 
ideal will probably never be realized. We have already stated why. 
Exactly what information can be extracted, or is extracted, from any 
given memory trace depends not only on the trace but also on many 
other conditions, including those prevailing at the time of retrieval. 
This simple fact has an important consequence for research into the 
nature of memory traces: explication of the logic that relates ex- 
perimental outcomes to statements about properties of memory 
traces requires specific assumptions about how the stored informa- 
tion is processed when it is retrieved. It is only in the context of a 
particular process model that inferences can be meaningfully drawn 
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From the experimental data. This restriction holds regardless of 
what method is used. When we noted, in discussing various methods, 
that the logic used was not entirely clear, the difficulty usually lay 
in the absence of a set of statements or assumptions about the prin- 
ciples governing the utilization of stored information at the time of 
retrieval. The  process models that would help make sense out of 
data on trace features need not be complex or highly sophisticated 
or "correct." But they must enter the picture in some form. Even 
a bad process model is better than none at all. It would help make 
clear the logic of the method of specifying trace properties, aid com- 
munication, and facilitate cross-comparisons of data obtained with 
different methods. Moreover, it can be improved, revised, or re- 
placed with a better one. A nonexistent model cannot. 

D. CONCLUSION 

We are told that the human brain is the most complicated piece 
of matter in the known universe. Its many capabilities border on 
the miraculous. T h e  amount and complexity of knowledge stored 
in the brain of an adult human being will not be duplicated by 
artificial means for somr time to come, perhaps never. The  problem 
of describing the format and characteristics of this knowledge thus 
must be a problem of the highest order of difficulty. Obviously we 
cannot be very sanguine about prospects for rapid progress and 
great breakthroughs. The  accomplishments that psychologists in- 
terested in memory traces can call their own so far have been rather 
modest. Perhaps the most important achievement to date has been 
the development of a reasonably consistent conceptual framework 
within which experimental work can be pursued and theoretical 
problems posed. Many researchers agree now that (a) traces of indi- 
vidual events can be studied and described, (b) they are usefully 
conceptualized as collections of more elementary components or 
features, (c) these features and components differ From one another 
in some sense qualitatively, (d) they are at least to some extent inde- 
pendently manipulable and variable, and (e) the extent to which a 
particular feature is represented in a memory trace can be quan- 
titatively assessed. Initial experimental work that has been done has 
provided outcomes that can be readily fitted into this overall frame- 
work. While these accomplishments are not yet dazzling, the chal- 
lenge has been clearly identified. Many will undoubtedly rise to 
meet it. 
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